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With a long-years expertise on CAN data acquisition, the author works closely with 
end users, typically OEM engineers, across diverse industries (automotive, heavy-
duty, maritime, industrial). Here, he explains the integration of the company’s data 
loggers with Grafana telematics dashboards through various data sources.

Visualization of terabytes of CAN data at low cost

CSS Electronics develops the CAN data loggers 
used e.g. by engineers at automotive and industrial 

manufacturers (OEMs) who need to monitor assets in 
the field for R&D, diagnostics, or predictive maintenance. 
A large share of the users need to visualize their data  
via Grafana dashboards. This article describes the work 
flow involved in achieving this. It also shows how the 
Grafana-Athena integration solves some of the unique 
challenges faced by users. Here, you can check out  
the company’s public Grafana-Athena dashboard play-
ground.

Five key integration challenges to solve

1) How to decode and prepare raw binary log files
The CANedge data loggers record raw CAN data in a 
binary file format called MDF (*.MF4). This data consists of 
time-stamped “CAN IDs” and “databytes.” In order for the 
users to make sense of the data, it needs to be “decoded” 
to human-readable form via software/API tools and a data 
base CAN (DBC) file that contains information on how to 
interpret data from a specific application (e.g., a truck or 
car).

2) How to enable low-cost dashboard visualization 
across TBs of data
A single CANedge IoT device connected to e.g. a truck can 
generate more than 50 GB of data per month. As a result, 
users need to enable visualization across terabytes of 
data, which makes it prohibitively expensive to attempt to 
store the data in e.g. cloud-based time series databases. 
At the same time, data queries should be reasonably fast 
to enable users to effectively work with their data.

3) How to retain the original message time-stamps 
A typical CAN network may comprise 10 to 100 unique 
CAN messages, each broadcast with a separate time 
raster. Some messages may be broadcast a few times 
per second, while others may be broadcast at e.g. 1000 
Hz (and higher). The integration must retain these original 
time-stamps, enabling users to both look at the data across 
multiple months – and within a single second. 

4) How to enable end users to self-deploy everything
CSS Electronics does not host servers or services. Rather, 
the manufacturer enables the end users to set up everything 
themselves. This is necessary as most end users are very 

Figure 1: Grafana dashboard playground (Source: CSS Electronics)
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https://www.csselectronics.com/pages/telematics-dashboard-open-source
https://grafana.csselectronics.stellarhosted.com/d/obd2-gps-car/obd2-gps-car?orgId=1
https://www.csselectronics.com/pages/can-dbc-file-database-intro
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strict on data sensitivity. It has also the benefit that end 
users pay a far lower cost for the services. However, it also 
requires that everything is simple to deploy. 
 
5) How to stay agnostic
The CANedge devices enable agnostic data collection: 
Users can e.g. use a CANedge1 to log data to an SD card 
for offline usage, or a CANedge2/CANedge3 for data 
collection via WiFi/LTE to their own S3 bucket. The latter 
can be self-hosted via e.g. MinIO, or cloud hosted via 
e.g. AWS, Google Cloud, or Azure. In creating a Grafana 
dashboard integration, it is key to ensure that the solution 
can be adapted across these backends. 

The solution: Grafana-Athena

To solve the above challenges, CSS Electronics now  
provides the ‘Grafana-Athena’ dashboard integration.

Here is a brief explanation of a typical Grafana-
Athena setup:
1.	 A CANedge logger uploads raw CAN/LIN data to an  
	 AWS S3 ‘input bucket’
2.	 When a log file is uploaded it triggers a Lambda  
	 function
3.	 The Lambda function DBC decodes the data to  
	 Parquet files
4.	 The Parquet files are written to an AWS S3 'output  
	 bucket'
5.	 Grafana visualizes this 'data lake' via the Amazon  
	 Athena plugin
6.	 This setup can be auto-deployed in less than  
	 15 minutes - with zero coding

Details on the integration

The Grafana-Athena deployment is fully self-deployed by 
end users, including users that have never worked with 
Grafana or AWS. To enable this, CSS provides plug & play 
AWS CloudFormation stacks that end users can deploy via 
the company’s step-by-step guides. 

Users upload their DBC file(s) in their S3 input bucket 
along with a Lambda function zip. Next, they reference 
the CloudFormation stack template to deploy the Lambda 
function, output S3 bucket, Athena and Glue. Once the 
deployment is complete, users are presented with the rele-
vant credentials for authenticating Athena from within their 
Grafana Cloud data source setup. 

Importantly, end users do not have to worry about 
the actual construction of the Parquet data lake. This is all 
taken care of by CSS’s premade AWS Lambda function, 
which also ensures that the data lake is e.g. optimally par-
titioned by date.

Five key benefits of Grafana-Athena

Here some of the key benefits of the Grafana-Athena inte-
gration are highlighted:

1) High query performance at low cost 
In the past, CSS enabled users to visualize their data via 
the company’s Grafana-InfluxDB integration. InfluxDB 
offers high query speeds - but it quickly becomes expen-
sive at larger data volumes. To illustrate this, the manufac-
turer has created a cost calculator for comparing the costs. 
If we take outset in a single CANedge device and 100 GB 
of queryable data, using the previous Grafana-InfluxDB 
integration would cost circa 150 USD/device/month. With 
Grafana-Athena, the equivalent cost would be about  
3 USD/device/month (i.e. 95 % less). At the same time, the 
query speed is non-distinguishable between the two inte-
grations for most practical use cases. 

The reason why Grafana-Athena is so much cheaper 
is because the data is stored in an AWS S3 bucket at  
0,023 $/GB/month, rather than a database. Further,  
Athena is a serverless solution that is paid-per-query (5 $/
TB), making the combination suitable for visualizing large 
data volumes in a setup where the data is infrequently 
queried. 

2) Deploy in less than 15 min - with zero coding 
required
The Grafana-Athena integration involves a lot of resources 
and AWS user policies that would be too complex to deploy 

Figure 2: CANedge data loggers (Source: CSS Electronics)

Figure 3: Grafana-
Athena dashboard 
integration (Source: 
CSS Electronics)

Figure 4: Cost comparison of Grafana-Athena vs. Grafana-
InfluxDB integration (Source: CSS Electronics)
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https://grafana.com/blog/2021/09/21/with-grafana-and-influxdb-css-electronics-visualizes-can-iot-data-to-monitor-vehicles-and-machinery/
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for end users in practice. However, by preparing agnostic  
Lambda functions and AWS CloudFormation templates, 
CSS enables the user to deploy everything in minutes – 
without writing a single line of code. 

3) Seamlessly analyze data across years - or  
milliseconds 
The upload log files are automatically decoded and writ-
ten to an AWS S3 Parquet data lake. The data lake is 
structured so that every CAN message is contained in a 
separate folder, which enables users to retain the original 
time-stamps of every message. In Grafana, users can then 
leverage standard SQL queries to define each dashboard 
panel - and seamlessly resample data on-the-fly. In prac-
tice this means that end users can effectively visualize data 
across years and GBs of data - and seconds later zoom in 
to visualize intra-second observations matching the original 
time-stamps at which the data was recorded on the CAN 
network. 

4) Multi-purpose data lake with SQL interface
Deploying a Grafana-Athena integration opens up other 
use cases. For example, the S3 based Parquet data lake 
can be directly used for queries in Python/Matlab, while the 
Athena integration can be used in e.g. ODBC based Excel 
reports/dashboards. In other words, the Parquet data lake 
becomes a ‘one-stop shop’ for all data analysis require-
ments. 

5) Optionally deploy with Athena equivalents 
This article focuses on the Amazon Athena integration 
method. This is because the majority of CSS’s end users 
already use AWS S3 to store data from their CANedge2/
CANedge3 devices. However, multiple equivalent setups 
can be created with similar implications, for example below:

	◆ Grafana-ClickHouse: ClickHouse can be used to similar 
effect as Athena and offers an open-source alternative 
that can be self-hosted. This enables visualization 
from e.g. local disk or self-hosted S3 buckets like 
MinIO. Data can be visualized in Grafana using the 
ClickHouse data source plugin.

	◆ Grafana-BigQuery: Some of the company’s users 
leverage Google Cloud with S3 interoperability. Here, 
BigQuery offers a similar setup as Amazon Athena and 
integrates easily with Grafana via the BigQuery data 
source plugin.

Example: Visualize data from prototype 
vehicle fleet

An automotive OEM engineer deploys the CANedge3 data 
logger to collect CAN data across 50 prototype vehicles for 
late-stage diagnostics purposes. The binary log files are 
automatically uploaded via 3G/4G cellular network to the 
company’s own AWS S3 bucket. Here, the data is automati-
cally processed by a Lambda function using the proprietary 
DBC file stored in the input S3 bucket, with the decoded 
data being output to another S3 bucket as Parquet files. 
The user can now query the data via custom Grafana dash-
boards, enabling powerful opportunities for diagnostics, 
benchmarking, and statistical analysis.

Conclusion

The Grafana-Athena integration enables CSS Electronc’s 
end users to reduce costs by more than 95 % in com-
parison to their previous integrations. It also serves as a  
blueprint for other companies that wish to enable Grafana 
dashboard visualization at low cost across large volumes 
of data. The complete information about Grafana-Athena 
integration can be found in the company’s intro article.    t

Figure 5: Data visualization from a prototype vehicle fleet 
(Source: CSS Electronics) 
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https://grafana.com/grafana/plugins/grafana-clickhouse-datasource/
https://grafana.com/grafana/plugins/grafana-bigquery-datasource/
https://www.csselectronics.com/pages/telematics-dashboard-open-source
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